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Executive Summary 

This document describes the final implementation and integration of the mF2C Platform Manager and 

the microagents, as well as the transversal data management component and additional security and 

privacy extensions. 

The main focus of this document is the description of the implementation and integration of the 

components within the mF2C Platform Manager, the microagents, and the data management in order 

to support the mF2C architecture and functionalities planned for the second iteration phase of the 

project (IT-2). Additional security and privacy extensions beyond IT-2 requirements are also provided. 

The deliverable includes also the technical maturity assessment of the individual components, and the 

lessons learnt throughout their development.  

The outcome of this deliverable is the implementation of the aforementioned components and 

extensions, all of them available in a public repository.  
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1. Introduction 

In D4.4 [1] the final design of the mF2C Platform Manager and the microagents was reported, taking 

into consideration the set of requirements to be satisfied by the mF2C platform and resulting in a 

detailed set of sequence diagrams specifying the functionalities aimed at adding dynamicity to the 

mF2C platform after IT-1. The final design of the data management functionalities, the interfaces and 

the microagent was also provided.  

Here, the final implementation and integration of the Platform Manager according to the previous 

design, as well as the data management and microagents, is described. The implementation is 

available in the mF2C repository in GitHub [2], where the different partners have published their 

contributions during the project. The technical maturity of each component is also assessed, and 

results and conclusions drawn from the design and development process are provided. Thus, for each 

component we provide the following information: 

• Description of its implementation, available in the mF2C GitHub repository. 

• Description of its integration with interacting components 

• Technical maturity assessment 

• Lessons learnt in the form of conclusions or scientific results 

Analogously to the previous design deliverable, the implementation of the Security component, used 

in part to secure inter-agent communications that happen between components described in this 

deliverable, can be found in D3.6 [3]. However, this document includes a section on additional security 

and privacy aspects beyond the architecture. Regarding security, we describe the integration of an 

alternative security schema to the PKI built into mF2C, which provides Zero Knowledge Proofs (ZKPs) 

when a user requires them. This is completely separate from mF2C's internal security and is available 

to client applications exclusively as an added-value component. As far as privacy is concerned, the 

document describes the implementation of GDPR compliance for the mF2C platform, which allows 

users to be confident about their personal data being secure, and guarantees the deletion of said data 

upon request, automatically. 

1.1. Purpose 

The main objective of this deliverable is to provide the final implementation of each of the 

functionalities in the Platform Manager, the implementation of the data management component 

that supports the rest of the functionalities in the Platform Manager and the Agent Controller, and 

the implementation of the microagent, all of them according to the design defined in D4.4 [1]. 

Additionally, the implementation of security and privacy extensions beyond IT-2 requirements is also 

described. 

The final implementation of the interfaces is provided in D4.8 [4]. 

The outcome of this deliverable, together with D3.6 [3], will be used for the final PoC integration and 

demonstration tasks in WP5. 

1.2. Structure of the document 

The structure of the present document is as follows: 

• Section 1 describes the aim and the context of this document. 

• Section 2 provides an overview of the PM integration in IT-2. 
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• Section 3 describes the final implementation of the Service Orchestration component. 

• Section 4 describes the final implementation of the Service Management component 

• Section 5 describes the final implementation of the Distributed Execution Runtime 
component. 

• Section 6 describes the final implementation of the Telemetry and Monitoring component. 

• Section 7 describes the final implementation of the Data Management component. 

• Section 8 describes the final implementation of the microagents. 

• Section 9 describes the final implementation of additional security and privacy aspects. 

• Section 10 provides the conclusions of the document. 

  



mF2C - Towards an Open, Secure, Decentralized and Coordinated Fog-to-Cloud Management Ecosystem 

D4.6 mF2C Platform Manager blocks and microagents integration                                Page 10 

 

1.3. Glossary of Acronyms 
Acronym Definition 

AABC Anonymous Attribute Based Credential 

AC mF2C Agent Controller 

ACL Access Control List 

API Application Programming Interface 

BSC Barcelona Supercomputing Center 

CA Certification Authority 

CIMI Cloud Infrastructure Management Interface 

CPU Central Processing Unit 

CRUD Create, Read, Update, Delete 

DBMS DataBase Management System 

DER Distributed Execution Runtime 

DM Data Management 

DPO Data Protection Officer 

GDPR General Data Protection Regulation 

GUI Graphical User Interface 

HTTP HyperText Transfer Protocol 

Hwloc Hardware Lock File 

ICT Information and Communication Technology 

IP Internet Protocol (address) 

IT-1 Iteration 1 of the mF2C project 

IT-2 Iteration 2 of the mF2C project 

JNI Java Native Interface 

JSON JavaScript Object  Notation 

MB Megabyte (1,000,000 bytes) 

NUMA Non-Uniform Memory Access 

PCIe Peripheral Component Interconnect - express 

PKI Public Key Infrastructure 

PoC Proof of Concept 

PM mF2C Platform Manager 

QoS Quality of Service 

REST Representational State Transfer 

SLA Service Level Agreement 

SSE Serveer-Sent Events 

TRL Technology Readiness Level 

USE Utilization Saturation and Errors 

XML eXtensible Markup Language 

ZKP Zero Knowledge Proof 

Table 1. Acronyms 
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2. Platform Manager Integration 

Recalling the final IT-2 architecture document [5], the Platform Manager (PM) is a global entity which 

works both as a controller for agents in lower layers, and as a receiver of control data when it is 

managed by agents from upper layers. It oversees the service orchestration, the monitoring of 

telemetry data from different sources, and the coordination of how end-user applications will be 

executed within the mF2C infrastructure, according to the defined SLAs. For convenience, Figure 1 

shows the architectural components and subcomponents conforming the mF2C agent, already 

provided in previous deliverables. 

 

Figure 1. mF2C agent components 

The following subsections include the description of the implementation and integration of the PM 

blocks, namely Service Orchestration, Distributed Execution Runtime, and Telemetry Monitoring. We 

include also a subsection for the microagent, for the transversal block Data Management, and for 

security and privacy extensions. The rest of transversal components in the architecture (i.e. Security, 

Event Manager, and GUI) are described in D3.6 [3]. The final implementation of the APIs (interfaces) 

component, also related to the integration, can be found in D4.8 [4]. 

For each component in this deliverable, a specific subsection is devoted to the description of its 

integration with the rest of components. In some cases, direct communications between components 

through an API are required, but in other cases, components interact through the data management 

component by providing or consuming data to/from other components, or by means of the Event 

Manager. 
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3. Service Orchestration 

The Service Orchestration module is responsible for deploying and managing the services in mF2C. 

First, this module deploys these services in the most suitable resources available, and then it manages 

the execution and termination of them. Finally, it also manages the SLAs between the parties involved 

in these services. Two of the main components involved in these processes are the Lifecycle (section 

3.1) and the SLA Management (section 3.2) subcomponents. The Service Manager, which is also part 

of this module, is described in section 4. 

3.1. Lifecycle Management 

The Lifecycle Management module manages the lifecycle (deployment, start, stop and operations) of 

services in mF2C. In order to perform this management, it interacts with other components of the 

Platform Manager and Agent Controller, like CIMI, the Service Management, the Telemetry 

Monitoring (Analytics Engine), the SLA Management, the Distributed Execution Runtime and the User 

Manager. This section describes the implementation, integration and technical maturity assessment 

of the Lifecycle module. 

3.1.1.  Implementation 

This module has been implemented in Python, and the resulting code is available and published in 

GitHub under an Apache License, Version 2.0 in https://github.com/mF2C/LifecycleManagement 

This repository contains two branches: one for the ARM version used in the mF2C micro agents 

(labelled as ‘arm’), and the main branch used in most of the mF2C agents. 

Finally, the Lifecycle Management component has also been released as a Docker image, which can 

be downloaded from the following links: 

https://cloud.docker.com/u/mf2c/repository/docker/mf2c/lifecycle-usermngt (main branch, 
released together with the User Management module) 
https://cloud.docker.com/u/mf2c/repository/docker/mf2c/lifecycle (ARM version) 

The code of this module is composed of the following four main blocks or packages: 

Connectors 

This package is responsible for connecting the Lifecycle with other mF2C components, like the SLA 

Management or the Analytics Engine. 

Data  

The ‘data’ package manages all the information (CIMI resources, internal data) managed by the 

Lifecycle. 

Events 

The ‘events’ block handles all the events sent to the Lifecycle, and also the corresponding actions. 

Modules 

This package contains the main logic of the Lifecycle, including the functions that deploy and manage 

the mF2C services in Docker and Docker Swarm. 

https://opensource.org/licenses/Apache-2.0
https://opensource.org/licenses/Apache-2.0
https://github.com/mF2C/LifecycleManagement
https://cloud.docker.com/u/mf2c/repository/docker/mf2c/lifecycle-usermngt
https://cloud.docker.com/u/mf2c/repository/docker/mf2c/lifecycle
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3.1.2.  Integration 

According to the workflows described in previous deliverable D4.4 [1] (section 3.1 Lifecycle 

Management), this component presents some changes with respect to the dependencies diagram 

described in deliverable D4.5 [6], shown in Figure 2. 

 

Figure 2. Lifecycle dependencies 

The Lifecycle interacts with the other mF2C components through calls to their REST APIs: 

• As it was described in deliverable D4.4 [1], section 3.1.1. Service Initialization, the deployment 
and execution of a service in mF2C involves the following components: CIMI, the Service 
Management, the Telemetry Monitoring, the SLA Management and the User Manager. All 
these components expose an internal REST API, described in deliverable D4.8 [4], which are 
accessible by other mF2C components of the same agent.  
Apart from that, the Lifecycle can also call other agents’ Lifecycle components to forward 
requests or in the case of deploying a distributed service. 

• In the case of COMPSs services, the Lifecycle also interacts with the Distributed Execution 
Runtime to launch jobs in the agents running these COMPSs services. 

The mF2C agent’s GUI defined in D3.4 [7] will connect to the Lifecycle REST API to perform the 

operations from the user: launch a service, terminate a service etc.  

3.1.3. Technical maturity assessment 

This component has successfully achieved TRL 4 (Technology validated in lab) at the time of writing 

this document, but it is expected to achieve at least TRL 5 (Technology validated in relevant 

environment) at the end of the project. The Lifecycle Management module has been successfully 

tested in a laboratory environment working together with other mF2C components. 

3.1.4. Lessons learnt 

During the integration of the Lifecycle with the other Platform Manager components, we faced the 

following challenges: 

• How to handle the communication between components through different REST APIs using 
different messages’ formats.  

• How to handle the synchronization between the components during the different processes 
(e.g. service initialization). 
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The Lifecycle Management module interacts with six other components, and we had to apply special 

consideration of how and when to transmit the information necessary to perform operations, and 

how to process and manage this information (JSON, XML). The synchronization of all these 

components requires time and a good planning. 

Other challenges we had to face during these two iterations are related to the tests needed to check 

the different components and their integration. As each component is released as a single application 

or micro service, and each of these components have multiple versions, we had to overcome the 

difficulties presented because of their incompatibilities.  

3.2. SLA Management 

This section describes the implementation of the SLA Management component, whose design was 

specified in D4.4 [1], the integration with the other mF2C components, and provides its technical 

maturity assessment and the lessons learnt throughout the development process. 

3.2.1. Implementation 

The SLA Management was implemented in Go to provide a lightweight process (in terms of CPU and 

memory) and short start-up times, suitable to be executed on the resource-constrained devices on 

the edge. It has been released under Apache License 2.0. 

The code is published in GitHub at https://github.com/mF2C/SlaManagement. 

Additionally, the SLA Management has also been released as a Docker image, available at 

https://hub.docker.com/r/mf2c/sla-management. 

The SLA Management component is fully modular and is designed to be customizable for particular 

needs from the ground up. Architecturally, it is composed of the following main blocks: 

Service 

The Service block includes the functionality offered by the REST API. The block uses the Gorilla Mux 

library, popular for building REST APIs in Go. The main file is /app.go, which handles the server 

certificates and matches REST endpoints (i.e., HTTP verb+ path) with the actual code. Each function 

serving an endpoint is usually small. Most of the API is CRUD-like functionality, which is delegated to 

the repository code. The other important functionality offered by the REST API is the “Agreement 

generation from templates”, which is delegated to the code in the generator package. 

Repository 

The Repository block stores the entities used by the SLA Management. Different databases can be 

used as Repository, each implementing the Repository interface defined in /model/repository.go. The 

interface contains basic methods in the form Create<Entity>, Update<Entity>, Get<Entity>. For mF2C, 

a CIMI repository has been implemented (/repositories/cimi) that interacts with the CIMI server to 

store and retrieve the necessary data. 

Assessment 

The Assessment block performs the evaluation of active agreements. The main assessment code is in 

/assessment/evaluator.go, executed periodically (e.g., once per minute), evaluating the constraints of 

the agreements. To fulfil its task, it depends on: 

https://github.com/mF2C/SlaManagement
https://hub.docker.com/r/mf2c/sla-management


mF2C - Towards an Open, Secure, Decentralized and Coordinated Fog-to-Cloud Management Ecosystem 

D4.6 mF2C Platform Manager blocks and microagents integration                                Page 15 

 

• Repository, to obtain the agreements to assess and to update them after evaluation has 
finished; 

• Monitoring Adapter, to obtain the needed monitoring data. In mF2C, the monitoring data is 
stored in the CIMI server, and therefore, the Assessment block retrieves the information from 
it; 

• Notifier Adapter, to notify events (e.g., a new violation) to external components. 

The Monitoring Adapter is a fundamental component in the design of the SLA Management, as it 

interprets the content of the agreement to make actual requests to the Monitoring. The metric values 

to be returned depend on the variables contained in the guarantee constraint and cover the period 

from the last assessment to the current time, aggregated if specified. The Monitoring may or may not 

support the aggregation of metrics. For this reason, there is a base implementation in genericadapter/, 

able to perform basic aggregation. After the set of metric values has been retrieved from Monitoring, 

the actual evaluation of constraints is performed by the library https://github.com/Knetic/govaluate. 

In fact, a guarantee constraint must be a valid Govaluate expression.  

The development for IT-2 has followed the design specified in D4.4 [1]: 

• Agreements are generated based on templates. The definition of a service contains a list of 
possible templates for the service, so the user can select one of them to generate the actual 
agreement. The REST API now offers an endpoint to generate an agreement from a template, 
which accepts as parameters the template and a list of values that are to be substituted in the 
template. An example of such a value is the client, which appears in the template as {"id": 
"{{.user}}", "name": "{{.user}}" } . The value of {{.user}} is substituted in the agreement using 
the received parameter. 

• The assessment is executed only on the leader. The involved check is executed on each 
assessment process (which runs by default every minute) to ensure that the agreements are 
evaluated when the leader of a cluster changes (e.g., the original leader becomes unavailable). 

• The agreement model has been extended to support complex metrics and different evaluation 
periods for a guarantee term. This enables, for example, retrieving the average of the 
response times during an hour and evaluate it each hour. 

Constraints on the availability of mF2C services is now supported. The availability of a service is 

obtained from the lifespan of the container(s) running a service. For details on this calculation, refer 

to D4.4 [1]. 

The directory structure of the repository is described below. It should be noted that Go projects do 

not follow practices usually used in Java (like functional division of code in JARs). 

• /. Contains: 
o Main.go, which parses the configuration file, creates and connects all the structures 

(there are no objects in Golang), starts the background goroutine that runs the 
assessment, and starts the REST service. The main structures to create and connect 
are the Repository, the Monitoring Adapter and the Notifier Adapter. 

o App.go, which is the REST service. See above. 

• /assessment. It contains the code that evaluates the agreements stored in the repository. It 
contains: 

o /monitor, which contains the interface that monitoring adapters must implement. 
Several implementations are provided in the subfolders. The monitoring adapter used 
in mF2C is in /cimiadapter, which obtains the needed monitoring data from the CIMI 
server. 

https://github.com/Knetic/govaluate
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o /notifier, which is intended to send notifications from SLA Management to other 
components (e.g., a violation occurs), although this is not needed in mF2C since the 
notification happens through CIMI. 

• /docker. Resources used in the building of the Docker container. 

• /generator. This package contains the code used to generate agreements from templates. The 
generator uses the text/template standard library to substitute the placeholders in the 
template with the values passed as parameters. After the agreement is generated, a validation 
step is performed to check it is a semantically correct agreement. 

• /mf2c. This package contains code specific to mF2C. In concrete terms, it contains the REST 
clients to connect to other mF2C components (currently, Policies and Landscaper 
components). 

• /model. This directory contains the definitions of the all the entities used in the SLA 
Management (Agreements, Templates, Parties, Violations and Penalties), code to validate 
them (i.e., check that an entity being POSTed to the REST API or created from a template is 
correct), and the definition of the Repository interface. 

• /repositories. This package contains the different Repository implementations. By default, the 
SLA Management ships with in-memory (intended for development purposes) and mongoDB 
repositories. In mF2C, a CIMI repository has been implemented, to connect to the CIMI server 
(/cimi). 

• /resources. This directory contains several utility scripts and examples of JSON files to be 
POSTed to the REST API. 

3.2.2.  Integration 

The SLA Management component must interact with other components of the mF2C platform to 

achieve its goal. The sequence diagrams for these interactions are shown on D4.4 [1]. 

The main dependency is the CIMI server, which acts as the repository for the SLA Management and is 

queried to retrieve monitoring data. Concretely, the resources ServiceOperationReport and 

ServiceContainerMetric contain the raw data to calculate execution times and availabilities of a 

service. 

To know if an agent is a leader or not, and to execute the assessment accordingly, the SLA 

Management relies on an endpoint offered by the Policies component: /api/v2/resource-

management/policies/leaderinfo. This information is currently also stored on the Agent resource, so 

SLA Management is expected to switch to read the data from CIMI. 

The SLA Management offers a REST API to the other mF2C components. The only component that 

currently makes use of this REST API is the Lifecycle Manager (see Figure 9 and Figure 10 in D4.4 [1]) 

when launching a service and changing the state of a service (e.g., destroying a service implies the 

termination of the corresponding agreement).  

3.2.3. Technical maturity assessment 

Currently we can consider the SLA Management component as a technology for the SLA assessment 

of services running on edge/cloud, and it is ready to be used by the use cases. Currently, the TRL level 

can be set to 4, “validated in a lab environment”. 

3.2.4. Lessons learnt 

Although we had no previous experience with it, the selection of Go for the development of the SLA 

Management was driven by its lower memory footprint compared to Java and its lightweight 

“threads” (called goroutines). The size of the SLA Management Docker image (currently around 17.8 
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MB), the memory footprint of the Docker container (4.5 MB after start-up) and immediate execution 

time has proven to be a right decision for an edge scenario.  

In the case of the SLA Management, the use of the CIMI as a repository to obtain the data generated 

from other components simplified the development. With CIMI as a data interface, there was no need 

to wait for the other components to be functional to progress in our activities. We only had to agree 

on the resource specification and write the resource model to develop and test the functionalities.  

The SLA Management has provided, together with QoS Providing component, research results on the 

selection of the best devices where to execute a service in a dynamic edge scenario. The selection is 

driven by the SLA violations produced by an agent in previous executions. See Section 4.2.4 for more 

details. 

Finally, an interesting research outcome is the evaluation of SLAs to services distributed on multiple 

agents in a fog environment, assessed on the leader agent relying on monitoring metrics from 

Monitoring. For example, given a service, which may be running on several agents, its availability is 

obtained overlapping the times that the containers are alive during the window specified in the 

agreement (e.g. 1 hour). This is fully described in D4.4. 



mF2C - Towards an Open, Secure, Decentralized and Coordinated Fog-to-Cloud Management Ecosystem 

D4.6 mF2C Platform Manager blocks and microagents integration                                Page 18 

 

4. Service Management 

The Service Management is composed of the Categorization, QoS Providing and QoS Enforcement, 

and along with Service Orchestration, is one of the main F2C architecture components in charge of 

service related functionalities. Its main responsibilities are registering and categorizing new services 

in the system, and adding new devices for service execution at runtime in case the system predicts 

that there are not enough resources to fulfil the SLA agreement. The following subsections give a 

detailed overview of the implementation and integration of Service Management components. 

4.1. Categorization 

As described in D4.4, Categorization is responsible for automatic categorization of new services that 

are registered into the mF2C system, based on the information about the service requirements. A 

service is defined by different parameters such as the application to run, the SLA, the minimum set of 

devices to run a service, etc. 

4.1.1. Implementation 

The Categorization module itself is a submodule of the Service Management module, developed with 

the Java programming language.  The code is published in GitHub at 

https://github.com/mF2C/service-manager. Additionally, Categorization has also been included in the 

Service Management Docker image, available at https://hub.docker.com/r/mf2c/service-manager. 

For its main goal of service classification, it implements one of the best-known unsupervised machine 

learning algorithms called k-means clustering. This classifier algorithm uses iterative refinement to 

produce a category for service definition. For categorization the relevant service definition parameters 

are CPU, memory, disk and network (service definitions as a whole consist of: name, description, exec, 

exec_type, exec_ports, agent_type, num_agents, cpu_arch, os, CPU, memory, disk, network, 

storage_min, req_resource and opt_resource) and they are initialized with value zero in the beginning.  

After a service execution the Analytics Engine updates these values with the K-means algorithm, and 

the Categorization module creates 16 possible categories from the combinations of four relevant 

parameters. These categories now serve as a parameter for the ML algorithm according to which new 

services will be classified (i.e. the category field in the service definition is set to a number from 0 to 

15). This information is then used by Analytics Engine for recommending resources for the service in 

question, and afterwards updating again the four parameters that will be used again for re-

categorizing the service if needed. 

4.1.2.  Integration 

The Categorization interacts only with the CIMI module. Each time a new service comes into the 

system  the service manager forwards it to the Categorization module.  This is done through CIMI with 

CimiInterface.getServices() function, after which the service is categorized as explained previously. 

The other interaction with CIMI is updating the service after categorization with 

CimiInterface.putService(). These interactions have been illustrated in the interaction diagram for 

Categorization in Figure 11 in D4.4.  

4.1.3. Technical maturity assessment 

A basic version of categorization was implemented in IT-1 (only for managing services) and a new 

version has been released for IT-2 including the new category definitions. In accordance with the 

https://github.com/mF2C/service-manager
https://hub.docker.com/r/mf2c/service-manager
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Technology Readiness Level (TRL), the maturity of the technology can be set as TRL 4, validated in a 

lab environment. 

4.1.4. Lessons learnt 

Since the objective of the categorizer was to define categories based on different types of services, 

the first approach was to predefine those categories manually. However, this would be constrained 

to the categories that mF2C envisions during the development phase. Instead, we wanted to 

implement a solution that is able to easily adapt to new type of services. On the other hand, because 

the categories are used to determine what kind of resources (CPU, memory, disk, network) a specific 

service requires, we agreed to fix the number of possible categories to the number of possible 

combinations of resources. Then, for this task, we needed unsupervised learning to create the 

categories and classify the services into those created categories. For this work we found out that k-

means clustering is an easy and mature solution that provide the expected behaviour. 

4.2. QoS Providing 

As described in D4.4, the QoS Providing module is used to check which agents satisfy the execution 

requirements and can actually be used for the execution. The main idea is implementation of Deep Q-

learning algorithm based on deep neural networks that is able to block or allow the usage of certain 

agents for executing services in order to avoid SLA violations in case an agent failure during the 

runtime. 

4.2.1.  Implementation 

The QoS Providing module contains two submodules, heuristic and learning and has been developed 

using the Java programming language. The code is published in GitHub at 

https://github.com/mF2C/service-manager. Additionally, QoS Providing has also been released as a 

part of Service Management Docker image, available at https://hub.docker.com/r/mf2c/service-

manager. 

Because the QoS Providing does not run at execution time, the decision whether the SLA agreements 

are fulfilled based on the agents’ availability has to be made in advance.  

In the heuristic submodule, the QoS provider makes use of telemetry data that is provided by the 

Analytics Engine. This data helps determine which agents failed in past executions and try to avoid 

using them for service execution, using a heuristic algorithm. A heuristic algorithm is necessary as a 

backup mode for QoS Providing module, in case that the device is not powerful enough to run the 

Deep Q-learning algorithm. For every service execution, the module runs a loop, inside which a 

function is called to block agents specifying the environment that is the availability of agents and the 

number of agents. After the service is executed, specifying which devices have been used, the 

algorithm checks whether the service was disrupted or not from telemetry data. In case of service 

execution disruption, we check which agents were not available during the execution and update the 

new availabilities of each agent.  

The learning submodule implements the Deep Q-learning algorithm. Here, an agent takes some 

actions in an environment based on observations, where later those actions are rewarded back to the 

agent. The reward is calculated based on the environment, where the status of each agent is checked 

(whether it is blocked or not) while considering if the service has failed or not, and points are given 

according to that. With this reward function, cases where more agents are allowed and no service 

https://github.com/mF2C/service-manager
https://hub.docker.com/r/mf2c/service-manager
https://hub.docker.com/r/mf2c/service-manager
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failures occur are positively rewarded. Detailed technical explanation of the reward function and the 

algorithms used for QoS Providing has been published in [8].   

4.2.2.  Integration 

The QoS Providing interacts with the CIMI and Lifecycle module, as can be seen in Figure 12 in D4.4. 

Through interaction with Lifecycle, QoS Providing receives the request to check QoS (function 

checkQoS) with a serviceInstance parameter passed to it, which it uses to get the requested instance 

from CIMI. In a subsequent interaction with CIMI, QoS Providing based on the return service instance, 

requests the corresponding service with its agreement ID. With the agreement id from the service, 

QoS Providing gets SLA violations information from CIMI according to which it allows or blocks agents. 

The modified list of agents is then sent to Lifecycle.  

4.2.3. Technical maturity assessment 

A first version of the deep learning algorithm for the QoS provider was implemented in IT-1 using mock 

data for testing purposes. The new version of the QoS provider also includes a heuristic algorithm and 

integrates both algorithms to work with other modules in the agent and it is ready to work with the 

use cases. In accordance with the Technology Readiness Level (TRL), the maturity of the technology 

can be set as TRL 4, validated in a lab environment. 

4.2.4. Lessons learnt 

The Deep Q-learning algorithm developed for QoS Providing has been tested in a dynamic and 

adaptive fog-to-cloud environment where the decision process needs to be frequently updated in [8]. 

The results obtained showed how the implemented algorithm was able to perform very well in terms 

of optimizing the process of service execution and blocking or allowing of certain agents in order to 

avoid SLA violations. However, there is still a lot of room for improvement since the results were 

measured with a small number of devices considered. 

4.3. QoS Enforcement 

The QoS Enforcement module is responsible for ensuring the expected QoS of a service operation and 

adds new devices for service execution by the runtime in case the system predicts not enough 

resources are available to fulfil the SLA agreement. 

4.3.1.  Implementation 

QoS Enforcement is itself a submodule of the Service Management module. The code is published in 

GitHub at https://github.com/mF2C/service-manager. Additionally, QoS Enforcement has also been 

released as a part of Service Management Docker image, available at 

https://hub.docker.com/r/mf2c/service-manager. This module expects service operation reports 

from the Event Manager in order to determine whether new agents have to be added to the service 

execution or not. This decision is taken based on the expected execution time determined by COMPSs 

in the service operation report, the time when the service execution started and the maximum 

allowed time in the SLA agreement. If the total execution time is predicted to be longer than the one 

specified in the SLA agreement, then the QoS Enforcement notifies the Lifecycle Manager in order to 

add more agents to the service instance. However, the final decision of the agents that will be actually 

added will be determined by the Lifecycle Manager based on the available devices at that moment. 

https://github.com/mF2C/service-manager
https://hub.docker.com/r/mf2c/service-manager
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4.3.2.  Integration 

The QoS Enforcement interacts with the CIMI and Event Manager, as can be seen in Figure 13 in D4.4 

[1]. Notifications of new service operation reports are received from the event manager by using SSE 

events whenever a new service operation report is added to dataClay. Once the report is received, the 

QoS enforcement retrieves the Service Instance from CIMI, and then gets the Service and the 

Agreeement to make the time calculations for that specific service and the SLA agreement.  In case it 

becomes necessary to add agents to the service instance, the Lifecycle Manager is contacted directly, 

specifying the number of agents to add. Also, in that case the service definition is updated by updating 

the number of agents required to execute the service in order to minimize future interventions of QoS 

enforcement for that specific service.  

4.3.3. Technical maturity assessment 

The QoS Enforcement has only been tested using unit tests and it still needs testing in a real use case. 

Therefore, in accordance with the Technology Readiness Level (TRL), the maturity of the technology 

can be set as TRL 3, experimental proof of concept. 

4.3.4. Lessons learnt 

While QoS Providing was supposed to improve QoS after observing how a service was executed in the 

past, we needed another module to be able to improve QoS during the execution of a service. Because 

this module would work during execution, the algorithm had to be fast on taking decisions. For this 

reason, we had to make use of the Event Manager module to receive real-time notifications from the 

DER every time a service was expected to exceed a parameter specified in the SLA agreement. For 

example, thanks to expected operation execution time predicted by the DER, the QoS Enforcement is 

able to determine if more agents need to be added to the service execution at execution time. The 

current strategy is to double the number of devices (a common approach used in cloud computing) 

when a violation is predicted, but more other approaches could be studied if this is not sufficient in 

real scenarios. 
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5. Distributed Execution Runtime 

This component orchestrates the distributed execution of parallel applications on top of the available 

computing resources. To achieve this purpose, the mF2C framework deploys the DER runtime system 

along with the application. This runtime toolkit offers a REST interface that allows any external 

component to instrument and start execution of a function. At execution time, the runtime 

decomposes the application into several compute tasks and orchestrates their execution considering 

the data dependencies among the tasks and the resources available at that moment. 

5.1.  Implementation 

The DER component is divided into three different subcomponents: Task Manager, Task Scheduler 

and Policies; the code for all of them is publicly available in a single GitHub repository 

(https://github.com/mf2c/compss) under Apache License, Version 2.0. 

The repository contains two branches: stable and master. The former branch is a mirror of the COMPSs 

main repository (https://github.com/bsc-wdc/compss) which contains several developments made 

for mF2C that have already been integrated with the COMPSs distribution. The master branch contains 

those implementations that are specific for the mF2C project and have not been included on the 

COMPSs project. 

The repository has eight main folders: 

• builders: scripts to compile and install the DER on multiple platforms 

• compss: code of the DER 

• dependencies: third-party software that might be required by the programming model 
(JavaGAT, pluto, autoparallel, kafka and extrae) 

• files: non-source-code and configuration files not directly related to the programming model 
code 

• maven-plugins: source code and configuration for maven plugins used during the project 
building 

• performance-analysis: applications used for measuring the runtime performance 

• tests: applications to validate the proper behaviour of the system 

• utils: scripts, configuration files and source code to interact with other third-party software 

From all these folders, only compss and utils contain significant implementations for the project. The 

following subsections describe their content. 

5.1.1. utils 

Regarding the utils folder, two subfolders contain important implementations for the project. The first 

folder is docker, which contains all the docker files to generate the compss-agent image on which 

applications need to build on (utils/docker/agent/Dockerfile) along with a script 

(utils/docker/agent/create_image) that handles all the previous steps required to build it and clean 

the system at the end. 

The second important folder is mf2c, which contains the Java implementation that the runtime uses 

to interact with the mF2C framework to publish the ServiceOperationReport at the end of every 

operation execution. 

https://github.com/mf2c/compss
https://github.com/bsc-wdc/compss
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5.1.2. compss 

As mentioned above, the code of the framework implementing the DER is inside the compss folder. 

This framework consists of four parts: Programming Model, Agent, Runtime, and tools. 

5.1.2.1. Programming model 

This package contains all the classes used by application developers to annotate the code so the DER 

automatically parallelizes its code at runtime. Mainly, these classes are the annotations @Method, to 

identify methods that will become tasks; @Parameter, to describe the action of the task on a piece of 

data; and @Constraints, to indicate the hardware/software requirements of the task. The package 

also contains the COMPSs API that applications can use to add barriers and timers in its code. 

5.1.2.2. Agent 

This package contains the interface to a DER agent providing the necessary logic to support the 

methods offered by the agent: startApplication, addResources, removeResources, and lostNode. For 

that purpose, it statically hosts a single COMPSs runtime instance – described in the following section 

– and orchestrates the necessary runtime invocations to provide the proper response to the requests, 

regardless of the communication protocols and mechanisms through which they arrive. 

When a resource management request arrives to the agent, the latter forwards it to the runtime after 

processing the parameters and converting them into classes used internally. Supporting 

startApplication requests is more complex. First, it assigns an Id to the received request.  If the 

invocation does not require parallelizing the code, the agent contacts the runtime to add the resources 

indicated on the request and associate them to the generated application ID, and then submits a new 

task for that application to run the computation on the just added resources. 

Conversely, if the invocation requires code parallelization, the agent spares one CPU from the resource 

list to host the execution of the main code. For that purpose, it adds a resource consisting of that CPU 

onto the runtime resource pool, associating it to the app ID. The remaining resources will be used for 

executing the tasks detected during the main code execution. To keep both resource pools separated, 

the agent computes a new ID for the internal tasks, and adds the remaining resources associating 

them to the inner tasks application ID. Once all the resources have joined the runtime resource pool, 

the agent requests the execution of a specific task associated to the main code application Id. This 

task will analyse the code of the method, instrument it to add the necessary invocations to the runtime 

system and run it. The runtime system will schedule this task on the resource with a single CPU. When 

the user code runs, the runtime will detect the inner tasks and schedules them onto the second pool 

of resources. Once the main task starts running, the Agent publishes the corresponding 

ServiceOperationReport onto the mF2C platform and maintains its information updates during the 

request execution. When the main task completes its execution, it publishes the operation result as 

part of the ServiceOperationReport.  

5.1.2.3. Runtime 

The runtime is the core of the whole system. It is organized in four layers that provide services to the 

upper levels. Any of these layers can be extended through plugins to enable new features on the 

runtime. The lowest level, named adaptors, is responsible for the task execution and data sharing 

across all the nodes of the infrastructure. Its plugins allow using different protocols to exchange data 

and commands. For instance, to communicate multiple REST Agents, there is the REST Agent Adaptor 
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plugin. This plugin consists of a server part and a client part. The server part offers the startApplication 

and resource managent calls of the agent trough a REST interface that forwards it to the Agent module 

described in section 5.1.2.2. When submitting a new task to a remote Agent, the runtime uses the 

client part which implements a predefined interface (Adaptor). The interaction with dataClay is 

handled at this level since it is considered as part of the data management duties. 

The second layer is the resource layer. The purpose of this layer is to handle all the resource 

management. On the one hand, its purpose is to provide an abstract instance of a resource that 

enables the runtime to query details about its capabilities. On the other hand, it keeps a register of all 

the available resources with their capabilities. When new resources are provided through the agent 

interface, they are added into the pool managed by the ResourceManager.  

The third layer is the Task Scheduler, which decides when each task runs and which resources will host 

the execution. Since several different policies can lead the execution, the runtime provides all the 

mechanisms to transfer data between the resources of the infrastructure and the task submission. 

Then the user needs to configure the runtime by selecting one specific plugin that provides the policy. 

As with the Adaptors, Schedulers only need to implement simple interfaces to provide new policies. 

Currently, the distribution already provides plugins with implementations for FIFO, LIFO, data-locality-

aware and multi-objective (optimizing cost, energy and execution time) policies. 

Finally, the top layer of the runtime, the Engine, is responsible for the detection of parallelism inherent 

in the application by resolving task dependencies among tasks. For that purpose, it analyses the 

directionality (IN, OUT or INOUT) of each parameter provided by the programmer as an annotation 

and the accessed variable. With that information, it builds a directed acyclic graph that represents the 

task dependencies among tasks, when all the incoming edges from a task come from already executed 

task; the task is dependency-free and can start its execution. 

5.1.2.4.  Tools 

The framework comes with a set of tools that might improve the user experience for both application 

users and developers. Currently, the suite only provides a tool that allows the user to monitor an 

execution through a web-based monitor. 

5.2.  Integration 

As described in the deliverable D4.4 [1], the DER interacts with 3 other components. The Lifecycle 

Manager calls the REST API of the DER to start a job on the agent and modify the amount of resources 

that are at its disposal. Secondly, the DER contacts the CIMI component to notify a job end and publish 

its result. Finally, the DER interacts with the Data Management component on behalf of the 

application storing application-level information that will be used internally during the execution of a 

job and shared across the several agents supporting a service.  

5.3. Technical maturity assessment 

We separate the components of the DER and assign different TRLs to them because the DER is 

implemented based on an already mature and stable software platform (COMPSs), extended in some 

parts to address the mF2C requirements. In particular:  



mF2C - Towards an Open, Secure, Decentralized and Coordinated Fog-to-Cloud Management Ecosystem 

D4.6 mF2C Platform Manager blocks and microagents integration                                Page 25 

 

Task Manager: TRL 9 – Actual system proven in operational environment. Tested in many scientific 

applications in HPC premises (Marenostrum 4 at BSC) and validated with production level applications 

composed of many tasks.  

Task Scheduler: TRL 9 – Actual system proven in operational environment. The scheduling part of 

COMPSs is the same as that of the main release, which used to schedule tasks on different kind of 

computing back-ends and extended to support dynamic resources through failure detection and 

resubmission.   

Policies: TRL 4 – Technology validated in lab. This is a new component developed for mF2C, tested 

only on short duration applications and not fully integrated with external components for resource 

management. 

5.4. Lessons learnt 

During the development of the mF2C version of the COMPSs framework (called DER) we had to deal 

with two main kinds of issues: the validation of the new implementation of the runtime for edge 

environments; and the integration of the DER with the other components of the Platform Manager. 

For the first kind, we had to deal with the re-design of the COMPSs architecture because the master-

worker paradigm is more suited for static and stable environments such as supercomputers or clouds, 

where the management of the resources is completely controlled by the runtime. In contrast, edge 

platforms require a more complex deployment, discovery and configuration of the execution nodes, 

issues that are out of the scope of COMPSs and require a global coordination as performed by the 

mF2C tools. For this reason, the choice of having stand-alone instances of the runtime, each one 

independent and agnostic of others, allows from one side to relieve the runtime of the deployment 

duties, leaving specific tools (such as the Lifecycle Manager) take care of making resources available 

to each execution. It has also allowed us to achieve better fault tolerance to lack of connection 

between execution nodes. 

Related to these issues, we have implemented the DER as a microservice with a REST interface that is 

used both from other components to interact with the runtime to submit applications and amongst 

different instances of the DER for communication in order to, for example, execute tasks on a remote 

agent or retrieve the status of a task. Even though this implementation allows a larger interoperability, 

we discovered that is not always suited for near real time communication given the overhead of the 

REST protocol. A different implementation will be evaluated to replace the REST interface with a more 

performant one. 

Related to the integration with other components, the main issue has been the synchronization with 

the Data Management to store the results of the tasks and make them available to other tasks of the 

same applications. These issues have been easily solved thanks to the easy communication with the 

dataClay team at BSC.   
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6. Telemetry Monitoring 

Telemetry and Monitoring is a module group within the mF2C Agent Platform Manager. It is 

responsible for gathering appropriate telemetry from mF2C Agents, processing the data and 

responding to relevant requests received from the Service Orchestration system. It is composed of the 

following components: 

• The Landscaper, which constructs a rich graph describing available ICT infrastructure and how 
it is interconnected. The locations of hosted workloads on the infrastructure are also graphed. 

• The Recommender, which is responsible for supporting initial placement decisions, as well as 
refinement of service recipes. The Recommender includes an Analytics Engine component 
which queries the Landscaper and Telemetry subsystems, analyses the data returned, 
provides relevant results and updates other systems or data structures (such as recipes) as 
appropriate. The telemetry subsystem is an extensible built on top of the open source snap 
platform. 

The key workflows for these components have been previously outlined in D4.4. The flowing sections 

describe how the workflows have been translated into functional implementations and integrated into 

the overall mF2C system. 

6.1. Landscaper 

The landscaper is the component, which provides and maintains an architectural model of the 

computing infrastructure within a fog/cloud deployment. The application comprises of a landscaper 

aggregator, collector-agents and collector components. The landscape aggregator also requires a 

graph database backend for storing acquired information but it is not a component part of the 

application. For the mF2C project, Neo4j was selected as the graph database. However, the landscaper 

implementation is abstracted therefore any suitable graphing platform can be used as an alternative 

to Neo4j.  

In order to populate the Neo4j databases a collector-agent runs as Docker container on each physical 

compute node within the fog/cloud environment. A collector agent is configured to use one or more 

collectors, to acquire different types of infrastructure related information. Collected information is 

then passed to the node level collector-agent which is turn sends the information to a landscaper 

aggregator. Information collected can be visualised using database viewers including the standard 

Neo4j model viewer. Information stored within the landscape is made viable through an API allows a 

developer to retrieve various elements in graph form.  

The landscape model is largely a ‘hasPart / isPartOf’ relationship and various constituent elements of 

interest are incorporated into the model. A physical compute node can have multiple processors, each 

of which have a number of cores, various other subsystem including memory, storage, PCIe devices 

etc. Different associative properties can be defined by relationships within the graph-based model. 

6.1.1. Implementation 

The Landscaper was developed using Python. The code base for the landscaper has been open-

sourced under an Apache License, V2.0. The source code, including unit tests, installation instructions, 

and user documentation are available on GitHub at https://github.com/IntelLabsEurope/landscaper. 

https://github.com/IntelLabsEurope/landscaper
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The landscaper comprises Collectors running on each node, which capture data from specified sources 

, converts the acquired information into an appropriate graph format (nodes, edges, meta-data) and 

submits the information to a local Neo4j database instance for persistence. The collectors in mF2C are 

specifically designed to collect information exposed by CIMI, as the main interface for the mF2C 

database, dataClay. Information exposed by CIMI relevant to the Landscaper is held by two resources:  

• Device – Provides characteristics of the device, in particular:  
o Hardware Lock File (hwlock) – detailed information on node level hardware 

components and logical connections in an XML format with parent-child 
dependencies.  

o CPU Info – information about node CPU’s, supported instructions and NUMA / 
socket configuration  

• Device Dynamic – Provides collection and additional metadata about devices. Also 
includes information about micro agents that due to device capacity limitation cannot use 
landscape.  

An Event Manager on each node is configured with an Event Listener to monitor the CIMI event bus 

for the infrastructure related information and updates. It can request the appropriate Collector to 

update the Landscaper graph when a relevant event within the infrastructure is detected. Specifically, 

in the mF2C stack, the Landscaper on each node is configured to subscribe to two local APIs (Docker, 

CIMI) which provide information with respect to Docker tasks/containers and device dynamics from 

CIMI. The listeners for CIMI and Docker function as follows: 

• CIMI event listener – This module subscribes to particular events such as 'cimi.device.create', 
'cimi.device.delete', 'cimi.device-dynamic.update. When events are triggered, the listener 
capture the metadata associated with the events and makes it available to the collector for 
insertion into the landscape. 

• Docker/Swarm event listener – subscribes to the swarm/Docker API queue and listens 
specifically for create, update and destroy events. Collected information is added to the 
landscape graph together with associated timestamps, which provides a representation of the 
software deployed and corresponding hardware resources over time.  

The Landscaper Collectors, Event Listeners and the graph Database interfaces are abstracted by 

project base classes to facilitate the development of additional future components such as new 

collectors, event listeners or database back-ends. 

Data is queried from the Landscaper graph database via a REST-based API. This RESTful interface was 

designed to simplify the development of clients for the Landscaper.  

In the following sections each of the functional components, which comprise the mF2C landscaper, 

are described.  

6.1.1.1. Graph DB 

Central to the mF2C Landscaper is a graph database. Neo4j was selected as the graph database back-

end for mF2C and it is deployed on each node except micro agents. Access to the graph database is 

via python classes, which have been abstracted from Neo4j in order to support substitution of Neo4j 

with alternative database if necessary.  Collectors are the primary data sources for the graph database. 

Collectors are invoked at system start-up, and by Event Listeners. The Event Listener triggers a 

GraphDB save function in order to store processed metadata as a networkx graph object. The save 

function also connects the networkx graph object to the required parent node in an existing graph.  
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A GraphDB base class was implemented as a wrapper to support all interactions with the Landscaper’s 

graph database. The class supports methods to add, update and delete graph nodes and edges within 

an infrastructure graph. The base class also supports queries of the graph. For example, a specific node 

or set of nodes can be searched for, either by property list or by corresponding unique identifier. A 

full graph can also be returned if necessary, including views based on specific temporal intervals. Views 

can include which nodes were active at a specified time instance or for a specific time range. A 

subgraph can also be returned which represents a specific portion of a node’s overall graph.  

The landscaper code is open sourced, available from Github 

(https://github.com/IntelLabsEurope/landscaper). 

The Neo4jGDB class implements the base GraphDB class. Some additional logic was also implemented 

to facilitate testing of the class. Deleting a graph node or edge is implemented by expiring the 

appropriate edges that point to or from it, and not by actually deleting the node from the graph 

database. This allows the historical state of the graph to be queried – not just the current state of the 

landscape. This capability enables a historical replay of the landscape evolution from the initial point 

of deploy to current instance in time. 

6.1.1.2. Landscape Manager 

The Landscape Manager, which is defined in the LandscaperManager base class, is responsible for 

starting the Landscape service. It searches a package directory for all plugins specified in the 

‘plugin_names’ list and then instantiates these plugins with the ‘plugin_params’ specified by the user. 

The Class also implements additional functionalities such as flush_db. When the flush parameter is set 

to true in the configuration file the data contents of the database are deleted and the database 

contents are rebuilt from scratch. 

6.1.1.3. Event Manager  

The Landscaper Event Manager is defined in the EventManger helper class, which connects external 

events, distributed through a queue mechanism to collectors that have subscribed to an event of 

interest. Events are first registered with the LandscapeManager class and then appropriate collectors 

can subscribe to events, which are of required interest. For example, the CIMI Physicalhost collector 

is notified by the dispatch function of two events types i.e. 'cimi.device.create' and 

‘cimi.device.update’, which may have a potential effect on the landscape and may require a 

corresponding update to the currently stored landscape structure. 

6.1.1.4. Collectors 

A Collector base class was implemented which provides control of collector operations. Collectors 

provide an initialisation method to initialise and configure the behaviour of the collector. The graph 

initialisation method is intended to run only once, on start-up of the collector. It can also support the 

registration of events with the events manager. The core functions of the Collector are to initialise the 

infrastructure graph by loading specified data and to update the graph by subscribing to a predefined 

queue with topology updates. The following collectors have been implemented for the mF2C 

Landscaper.  

 

 

https://github.com/IntelLabsEurope/landscaper
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CIMI Physical Host Collector 

The CIMI Physical Host Collector acquires information about the physical compute nodes within a 

fog/cloud landscape and loads this information into the corresponding graph. It populates the Physical 

Layer in the graph with information about the compute nodes components including CPU, memory, 

network interfaces, mF2C micro agents etc. 

The collector leverages the popular open source hwloc [9] tool and the virtual Linux file /proc/cpuinfo 

to enumerate the actual details to be stored in the graph. HwLoc provides an abstraction of the 

hierarchical topology of a compute node’s architecture. It gathers various system attributes such as 

cache and memory information, as well as information regarding I/O devices such as network 

interfaces, GPUs etc. 

The collector gathers and parses CIMI derived information in the form of hwloc and /proc/cpuinfo 

files. The collector then populates the Graph Database by adding nodes and edges to the previously 

initiated graph. If dynamic device data is available, the Physical Host collector also add this data to 

relevant portion of the Graph. 

Docker Swarm Collector 

The Docker swarm collector is responsible for collecting data about deployed Docker containers and 

tasks associated with them. The collector provides information about the service and application layer 

support by the Docker swarm, which is inserted into the graph.  In additional information such as the 

number of CPU cores associated with container, the amount of memory allocated to a container is 

collected. The collector also provides information about other compute peripherals like network cards 

if they are connected or used by deployed service.  The collector leverages both the Docker and Swarm 

APIs to collect specific metadata associated with container. Data represented as key value object is 

queried by collector, parsed and stored to the graph database.   

6.1.1.5. The Landscape Graph 

The graph generated by the Landscaper consists of nodes connected by edges. Nodes represent 

infrastructural components or the state of infrastructural components. Edges represent relationships 

between nodes. Both nodes and edges have attributes. Node attributes include an ID number, a name 

for the node, and the type of the node. Nodes representing infrastructural components are assigned 

to a layer – physical, virtual or service – and a category – compute, network or storage – depending 

on what they represent. 

To capture relevant environmental information at a point in time, a state node can be assigned to a 

node representing an infrastructural component. These state nodes are identified by their category: 

compute_state, network_state or storage_state. 

Edges have a start time and end-time associated with them, allowing the changes in relationships 

between elements of the infrastructure landscape over time to be captured. The graph can be queried 

to return the landscape at a specified point in time. An example landscape of a server hosting a single 

is illustrated in Figure 3. The compute node has one CPU socket containing one CPU with 8 cores. Each 

core contains two logical processing units. The various levels of cache are also captured.   
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Figure 3. Landscape representation of an mf2c node 

6.1.1.6. REST API 

The Landscaper architecture includes a RESTful Web API, providing an interface for mF2C components 

to utilise in order to retrieve required landscape information.  The REST API is hosted by the Gunicorn 

‘Green Unicorn’ Python Web Server Gateway Interface HTTP server1 that runs the landscaper web 

application. The graph database is available both on the local host and externally. The REST API 

currently returns graphs or subgraphs in a JSON format. This can be imported into NetworkX2 , a 

Python package, for further analysis and manipulation. 

6.1.2. Integration 

Integration of the Landscaper within the mF2C stack is achieved with the use of a REST API. The 

following functionalities are exposed through the API: 

• /graph: returning the complete landscape graph, 

• /subgraph/<node_id>: returning a subgraph starting from a given node,  

• /node/<node_id>: returning details of a given node, 

 

1 Gunicorn: http://gunicorn.org/  

2 NetworkX: https://networkx.github.io/  

http://gunicorn.org/
https://networkx.github.io/
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• /nodes: returning a list of nodes that meet the supplied properties. 

All of the API calls are utilised by other services such as the Analytics Engine when performing 

placement optimisations based on the available graph data contained within the Landscaper. The 

Landscaper it also integrated with CIMI in order to utilise device dynamic metadata when available. 

Access to the device dynamic object is provided through the CIMI web interface. The EventManager 

and Collector classes of Landscaper also utilise the CIMI API for data access and retrieval.  

6.1.3. Technical maturity assessment 

To date the Landscaper has been deployed on various lab based heterogeneous testbeds which are 

representative of standard industrial environment e.g. OpenStack Clouding hosting a variety of 

representative service environments e.g. video transcoding in order to functionally validate its 

operational behaviours. Based on the current maturity and scope of its application to date the 

landscaper is classified as TRL 5 i.e. the technology has been validated in an industry relevant 

environment. 

6.1.4. Lessons learnt 

The Landscaper Neo4J module enables the execution of queries using the Cypher language, which 

supports the extraction of nodes according to their respective attributes and connections. Complex 

queries that require multiple attributes of fog resource state can be used to perform set reduction. In 

order to make the extraction process easier and more generalizable, a Python interface was 

implemented around the Neo4J query engine that enables the most frequent run queries required to 

obtain subgraphs. Subgraphs provides a very flexible and scalable solution for multi-agent 

deployments as they minimise both the latency and memory consumption overhead. Based on our 

experimental results performed on a lab, the landscaper can be scaled to more than 500 agents as 

shown in Figure 4. 

 

Figure 4. Landscaper scaling performance 
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6.2. Recommender 

The Recommender component is responsible for identifying the most appropriate nodes to perform 

an initial placement of a workload. The Recommender includes an Analytics Engine component which 

queries the Landscaper and Analytics Engine which collects and analyses telemetry data, and returns 

relevant results or updates other systems or data structures (such as recipes) as appropriate. The main 

function of the Analytics Engine is to apply machine learning and data mining algorithms to the 

telemetry data captured and mapping it to the landscape data sources. This actuates and feeds 

Lifecycle Management. The results of these analytics are heuristics and models, which are stored here 

in the Recommender module and queried for service deployment configurations. 

The Analytics Engine periodically reviews service instances and investigates if refinements can be 

made to their recipes. The service definition for the service instance is retrieved from CIMI. The 

physical infrastructure hosting the service is identified via a call to the Landscaper. For Fog 

infrastructures, it is important to have information about the performance of Fog services and their 

host infrastructure.  This includes details on physical attributes such as system performance data 

including CPUs, memory, cache, drives and network interfaces. As mF2C is focused on improving the 

performance of fog applications, it is critical that the precise performance of any hosted containers is 

measurable. Whilst these measurements could be achieved by deploying software probes inside 

containers, for efficiency, this data should be extractable from the lightweight hypervisor layer or the 

container-hosting environment of the host operating system. It is important that the entire software 

stack of mF2C is instrumented and monitored to allow application-level performance to be compared 

with the performance of the underlying system - software and hardware. Thus, there is a requirement 

that the mF2C monitoring system be flexible enough to allow arbitrary hosted applications and 

services to be monitored. Note that hosted applications and services may be written in any language, 

and deployed on any middleware that the Fog provider chooses to support.  

6.2.1.  Implementation 

When the mF2C Service Orchestration Lifecycle Manager wishes to place a workload, the optimal() 

method of the Analytics Engine is invoked with details of the constraints that should be applied. 

Typically, these specify the type of resources (e.g. CPU, memory, or disk I/O) that are priorities for this 

particular invocation, as well as any constraints (e.g. CPU family) that should be applied. The optimal() 

method then retrieves the current infrastructure graph from the Landscaper, gathers the latest 

relevant telemetry for the relevant nodes. It then annotates, aggregates, sorts, and persists the list of 

available nodes in the order in which they are recommended to be consumed. 

For mF2C, Snap [10], which is an open-source telemetry framework specifically designed to simplify 

collecting and processing of a wide range of metrics within a data centre/edge environments, was 

selected as the telemetry component for the analytics engine. Snap was designed from the ground up 

as an open framework that facilitates powerful gathering, processing and consumption of telemetry 

in the data centre. Rich management capabilities have been built into snap to ensure that it is practical 

to use in very large-scale deployments. Snap is organised into several core components and the 

general configuration of these components in mF2C is shown in Figure 5. 
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Figure 5. High-level snap architecture for mF2C deployment 

snapd is a daemon that is responsible for collecting, processing and publishing telemetry information. 

snapd may collect metrics from the local fog node (localhost), or may capture metrics from remote 

nodes over the network. The latter allows out-of-band metrics to be captured from systems that are 

in a powered down state.  Collection, processing and publishing of telemetry data is done through a 

flexible plugin architecture. Three type of plugins are supported: Collector plugins allow data to be fed 

into snap from a particular source. Metrics exposed by a collector plugin are added to a dynamically 

generated catalogue of available metrics. A collector plugin may be engineered to capture data from 

any source including hardware, operating system, hypervisor, or application source. Processor plugins 

allow snap telemetry data to be queried and manipulated before being transferred. Data can be 

cached, filtered or transformed – e.g. into rolling averages. Publisher plugins are published to a 

database such as InfluxDB, which is used in mF2C, or directly to an analytics platform. Available plugins 

are loaded into the snap framework dynamically, and exposed functionality is available without 

needing to restart a service or node. Table 2 lists the plugins that were integrated with mF2C stack.  

Nodes that host snap agents can be managed and manipulated in groups using snap Tribe. For 

scalability, management instructions are automatically distributed node-to-node within these groups 

known as agreements. Nodes can be auto-discovered, and automatically load the plugins and tasks 

from other nodes in their agreement. Management instructions can be issued via the snap command 

line interface, or via a RESTful HTTP interface. 

Plugin Name Description 
 psutil collector Plugin collects metrics from psutil library which gathers information 

on running processes and system utilisation (CPU, memory, disks, 
network) 

use collector Plugin collects and processing Linux metrics and creating new derive 
utilisation metrics based on (USE) Method which is a methodology 
for analysing the performance of any system authored by Brendan 
D. Gregg [11] 

cgroups collector Plugin for collecting cgroups metrics using libcontainer library for 
cgroup statistics. 

interface collector Plugin collects metrics from /proc/interface kernel interface about 
the traffic (octets per second), packets per second and errors of 
interfaces. 

meminfo collector Plugin collects metrics from /proc/meminfo kernel interface about 
distribution and utilization of memory. 

loadvg collector Plugin collects metrics from /proc/loadavg kernel interface about 
load average figures giving the number of jobs in the run queue 
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Plugin Name Description 
(state R) or waiting for disk I/O (state D) averaged over 1, 5, and 15 
minutes. 

influxdb publisher Plugin publishing gathered metrics into an InfluxDB database 
instance 

Table 2. Snap plugins used in mF2C  

The metrics are annotated to the landscape graph and aggregated before an updated service 

definition is calculated based on averaging the actual resources consumed by the service instance. 

This updated recipe is persisted in the InfluxDB and then the refined service definition is applied by 

invoking the refine command, which retrieves the updated service definition from InfluxDB and 

updates the definition in CIMI. This two-step process (analysis followed by refine) allows updated 

service definitions to be reviewed or validated before CIMI is updated. 

The Service Manager is informed of updates to recipes. The Service Manager can then re-categorise 

the updated service if appropriate. 

6.2.2.  Integration 

The Recommender engine is integrated into the mF2C stack through a REST API. The following 

endpoints are exposed through the REST API: 

• /mf2c/optimal - returns a list of all the agents (devices) currently active in the landscape, 
together with the current resource utilization. Optionally, the list can be filtered for a specific 
device.  

• /mf2c/analyse - executes an analysis of telemetry data of a service for the requested 
timeframe. 

• /mf2c/refine - uses an analysis previously performed by a call to the analyse endpoint and 
updates the service in CIMI with the recommended CPU, Memory, Disk & Network 
requirements for a service. 

The Recommender optimal call is a time-based job scheduler. An mF2c user can configure how 

frequently the optimise function needs to run in a deployment to refine service recipe. The 

Recommender service uses the API’s of other mF2C components such as the Landscaper to retrieve 

deployment model and telemetry in order to map performance data to a given graph.  

Snap exposes a list of RESTful APIs to perform various actions. All of Snap's API requests return JSON-

formatted responses, including errors. Any non-2xx HTTP status code may contain an error message.  

In the mF2c deployment, configured snap plugins are loaded into the snap framework dynamically, 

and exposed functionality is available without the necessity of restarting any services or rebooting 

nodes. Once the plugins are loaded into the local snap daemon, specific workflows called tasks must 

be defined to detail what data is gathered where, and how it is processed and shared. In mF2C when 

the telemetry service is loaded at start-up or after a restart, a specific Docker deployment file 

containing configuration details is utilized to configure the telemetry daemon to collect required data, 

and to define where the data should be stored. Collected data on the node is persisted to the local 

InfluxDB instance, and is accessible via a REST API.  

The Recommender or Distribute Query engine utilises the InfluxDB REST API to access the node level 

telemetry data, which is subsequently merged in multi agent deployments to provide insights into 

performance and behaviour of the overall service and infrastructure landscape. 
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6.2.3. Technical maturity assessment 

The Recommender has been specifically developed for the mF2c project. To date it has only been used 

in lab-based testbeds. Therefore, we classify the Recommender at TRL 3 – Experimental proof of 

concept. 

Snap, the selected telemetry component for the Analytics Engine, is a fully open source framework 

and has been used for both research and commercial deployments. On this basis, the snap telemetry 

framework is classified as TRL 9 – Actual system proven in operational environment. 

6.2.4. Lessons learnt 

The Recommender’s dataset is automatically and continuously updated, versioned and maintained in 

a concurrent state. Subgraphs can be extracted from the landscape by Recommender to capture 

specific scopes within the mF2C stack at any point in time. For example, a recommender subgraph can 

be used to identify the components of the service within each layer together with the service 

telemetry. Given an enhanced service view, it is possible to characterize service performance and time 

required to execute workload and identify the best place in the cluster for given service. These 

enhanced capabilities together with the pluggable recommender engine provide an mF2C user an 

effective way to deploy and to optimise fog services over their lifetime.  

None of the open source, time series databases available on the market contains Distributed Query 

engine that could be light enough to handle fog deployment. Most of available solutions like 

Prometheus or InfluxDB cluster solution that is available only for commercial clients are storing many 

redundant data and distributing it across the cluster, creating big data overhead.  Docker integration 

in mF2C is trying to address that by distributing only part of available data that is relevant for 

orchestration and optimisation process. Rest of the data is retained on source host from where it could 

be accessed by other agents. 
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7. Data Management 

In this section, we describe the implementation of the Data Management (DM) component that was 

required to fulfil the design specified in D4.4 [1]. We also describe how it has been integrated with 

other components, and provide its technical maturity assessment and the lessons learnt throughout 

its development process.  

7.1.  Implementation 

The Data Management component has been implemented in Java, and is published in GitHub under 

BSD License 2.0 at https://github.com/mF2C/dataClay.  

This component can be divided into two parts: the dataClay [12] platform, which provides the core 

data management functionalities, and a set of modules and tools that automatically adapt dataClay 

to the mF2C requirements, and that facilitate integration with the rest of components. The latter have 

been built specifically for mF2C, while the former was an already existing platform that has been 

extended within the project with additional features to support the requirements of edge-to-cloud 

environments like mF2C.  

In particular, as well as securing communications as explained in D4.8 [4] and adding support for 

SQLite as an alternative to a full DataBase Management System (DBMS) in order to reduce resource 

consumption, we have designed and implemented a flexible data federation/unfederation mechanism 

(explained below) to support the envisioned functionalities. The federation functionality transparently 

transfers and stores the required data in another agent in order to provide the appropriate visibility 

of each data type. For instance, information about children devices must be accessible in the leader 

(at any level throughout the N layer hierarchy defined in the architecture), and a backup must have a 

synchronized copy of the leader’s information at any time. A federated object is replicated in the 

target agent in order to provide immediate access and avoid communications when the data is 

requested, thus not relying on the data source, which might be temporarily unavailable. Federated 

objects are synchronized between the agents that share the same data item, in such a way that only 

those parts of the data that change are transferred through the network in order to avoid unnecessary 

transfers that consume both bandwidth and time. 

Federated objects can be unfederated at any time, which implies that the data is no longer available 

in the target agent. This mechanism is activated when an agent leaves the infrastructure, and when a 

leader is replaced and thus it must not see other agents’ data anymore. Additionally, this is the 

mechanism used to propagate deletions of data throughout the agent hierarchy. 

The main modules in the repository are ‘data_management’, and ‘dataclay-proxy’. In the following 

subsections, we will describe the implementation of the main functionalities of the DM component, 

contained in ‘data_management’. The ‘dataclay-proxy’ module will be explained in Section 7.2 since 

it serves integration purposes.  

The release.sh script builds and publishes the Docker images in Docker Hub, and also publishes in 

Maven the mF2C data management library, which will be used for integration with CIMI by the 

‘dataclay-proxy’ module. 

https://github.com/mF2C/dataClay


mF2C - Towards an Open, Secure, Decentralized and Coordinated Fog-to-Cloud Management Ecosystem 

D4.6 mF2C Platform Manager blocks and microagents integration                                Page 37 

 

The ‘data_management’ module contains the data model that encodes the CIMI resources (in 

‘/model’) for dataClay, and the data management application implemented on top of it for mF2C (in 

‘/dm_app’). It also contains the dataClay Dockerfiles to generate the Docker images for mF2C, which 

already has the mF2C data model embedded into it. There are Dockerfiles for x86 and for ARM 

architectures so that the component can be executed both in computers and in RPi devices. These 

Dockerfiles extend the dataClay images available in Docker Hub. 

7.1.1.  model 

The ‘/model’ folder contains the definition of the schema, in the form of classes, of the information 

that needs to be stored, such as devices, users or SLA agreements. It contains a class for each kind of 

CIMI resource that the rest of the components have specified according to their information needs, 

which also includes CIMI-specific information such as identifiers, timestamps or ACLs. 

The model also includes the required synchronization between objects that are replicated. Each 

attribute that needs to be synchronized is annotated and the synchronization mechanism is 

automatically triggered when the attribute is updated. 

Finally, the model is in charge of organizing the data in such a way that the kind of accesses performed 

from CIMI are optimized. In particular, the CIMI interface organizes the data in collections, one for 

each type of resource, which are used to list or query resources of the same type. When an object of 

a certain class is federated, the model in the agent that receives the object automatically inserts it into 

the corresponding collection so that it appears in subsequent listings and in queries performed 

through CIMI in the target agent. 

7.1.2.  dm_app 

In the ‘/dm_app’ folder we find the client application that manages these classes, storing, updating, 

deleting, federating, and unfederating data when necessary. The methods in this application are 

invoked to respond to the requests received by CIMI. For instance, a POST request sent to CIMI will be 

forwarded to this application, which stores the data using the dataClay API following the defined 

model, inserts the object in the corresponding collection, and, depending on its type, federates the 

object if it must be visible in the leader and/or the backup agents.  

The application includes an initialisation method, which connects to the leader’s DM module, and to 

those of the backup agents, if any, and creates the data structures that map the collections managed 

by the CIMI interface, one for each type. There is also a public method for each kind of CRUD operation 

(create, read, update, and delete), as well as a query method that executes the queries received from 

CIMI by filtering the objects that satisfy the specified conditions and returns the results taking into 

account the permissions defined in the ACLs of the object.  

This application is also in charge of transforming the data, stored as objects in dataClay, to the JSON 

format that will be returned by CIMI to the different components in response to their requests. 

7.1.3. tests 

The folder ‘/tests’ includes several tests to check the correct behaviour of the different functionalities 

that are offered, as well as a demo application that shows examples of how the DM module can be 

used by other components. 

Specific Docker compose files have been created for the tests in order to simulate an environment 

with several layers of agents, including backup agents, and test that the correct visibility of the data is 



mF2C - Towards an Open, Secure, Decentralized and Coordinated Fog-to-Cloud Management Ecosystem 

D4.6 mF2C Platform Manager blocks and microagents integration                                Page 38 

 

provided in a complex setting. This environment also allows us to simulate agents dynamically joining, 

leaving and re-joining, by stopping and starting the corresponding Docker images, as well as to 

simulate an agent’s promotion to leader, or the failure of an agent in any layer, in order to test that 

data is transferred or deleted accordingly throughout the agent hierarchy. 

7.1.4. tool 

In ‘/tool’ we find a script used by release.sh in the parent folder to create the model in dataClay and 

make it accessible to the rest of components. 

7.2. Integration 

The integration of the DM component within the mF2C agent has three facets: the integration with 

CIMI in order to respond to data storage and access requests from the components, the integration 

with the DER to provide the necessary support for task scheduling, and the integration with Discovery 

and Policies in the AC in order to react to changes in the agent hierarchy. 

Regarding the integration with CIMI, the ‘dataclay-proxy’ module in the repository includes a set of 

components written in Clojure that initialize the DM, map CIMI requests to the DM API offered by the 

‘dm_app’, and handle the values or exceptions to be returned to the components by encoding them 

into the appropriate HTTP return codes. It also publishes the corresponding Docker image in Docker 

Hub. As explained above, the public methods that are provided in the API to access the DM component 

from CIMI are detailed in D4.8. 

The integration with the DER to support task distribution is done through an API that allows the 

runtime to get information such as the location of objects, and to place objects in the optimal location 

for execution, in case the current one is not appropriate. This interface was detailed in D4.7 [13]. 

The integration with Discovery and Policies has been done through the Agent CIMI resource, which is 

created and updated by these components in order to manage information about the role and position 

of each agent in the hierarchy. This resource includes the information needed by the DM to connect 

to instances of the DM in other agents and federate the required data. In particular, it includes the IP 

address of the current agent, the IP of its leader (if any), the IPs of its children (if any), and also the IP 

of its backup (if any). When any of these fields is updated through CIMI by Discovery or Policies, the 

‘dm_app’ invokes the appropriate federation and unfederation instructions under the hood, resulting 

in the appropriate data distribution according to the current agent topology. The different variations 

of this process are specified in Figures 24 to 26 in D4.4, which start with an update from CIMI and 

result in interactions between the DM components in the involved agents to reorganize the data. 

7.3. Technical maturity assessment 

The dataClay platform at the core of the DM component can be classified as TRL 8 – System complete 

and qualified, since it has been proven to work in its near-final form in an operational environment 

under a representative set of expected conditions and environments, but not operationally 

demonstrated. 

At the time of writing this document, the DM component as a whole including the federation 

mechanism has been validated in a simulated environment in a lab, so we can assert that DM is in TRL 

4 – Technology validated in lab. 
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7.4. Lessons learnt 

The main insight we obtained from the development process of the DM component is that, although 

being very different, the HPC and the edge-to-cloud environments also have similarities that 

sometimes make the same ideas work in both worlds. The previously existing dataClay platform, 

designed with HPC environments and scientific applications in mind, turned out to satisfy many 

requirements in the project. In particular, dataClay was designed with the main goal of reducing data 

movements and exploiting computing close to the data in order to improve performance of 

applications. This characteristic is especially interesting in edge-to-cloud environments, but instead of 

performance, which is also important, here the relevant thing is to avoid unnecessary data movements 

because of the need to keep data near the edge when possible, for security/privacy reasons, and the 

potential instability of communications and nodes in the infrastructure, which are taken for granted 

in HPC. 

For performance reasons the synchronization between replicas in dataClay is fine grained and 

customizable, in the sense that there is no inherent synchronization policy for all the data. Instead, 

each type of data can have a different synchronization policy (or none at all) depending on the needs: 

for some data types, it might be important to keep it synchronized all the time, while for some other 

types an eventual synchronization might be enough. This can be defined at attribute level, so that only 

what is actually required is synchronized, without paying the cost of synchronizing (and sending) 

unnecessary data through the nodes. In the edge-to-cloud environment, this feature is also important, 

as before, in order to avoid communications, which are much slower (and offer less guarantees) than 

in an HPC environment. 

To our knowledge, there is no other data management solution with these characteristics, which made 

dataClay very helpful in the development of an appropriate data management component for mF2C. 

The main extension of the platform has been the federation functionality, explained above, which is 

also an original feature that cannot be found in existing solutions. It has been designed with edge-to-

cloud and HPC requirements in mind, thus providing a flexible mechanism that can be applied in 

different situations. Initially, it was aimed at allowing temporal sharing of information between 

different devices, allowing them to operate independently but also to share part of their data when 

joining the infrastructure. From the point of view of HPC, sharing only part of the data was important 

again for performance reasons (both when sharing for the first time and when synchronizing), but this 

is also an important feature in edge-to-cloud where devices are not necessarily owned by the same 

person or entity, and thus, privacy must be preserved. Allowing to choose which data can be shared 

is essential to help ensure that only the necessary data is made accessible to others.  

Fine-grained control on what is shared with other devices allows the DM component to implement 

different use cases in the management of the mF2C platform, namely the required visibility of the 

data between a leader and its children (throughout a hierarchy with an arbitrary number of levels). In 

turn, this helps support the dynamicity of devices that may join and leave the fog at any time, and the 

backup and new leader promotion, all of them based on the same federation mechanism.  
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8. Microagents 

The definition and architecture of the mF2C microagent is described in deliverable D2.7 [5]. In this 

section we describe its implementation according to the design reported in D4.4 [1]. 

8.1. Implementation 

Given its decoupled microservice based architecture, each one of the microagent components has 

been implemented separately: 

Runtime 

For the first version of the microagent, the runtime will be purely Docker based. The microagent will 

accept services (from its leader Lifecycle Manager) that are of the type “docker” or “docker-swarm”. 

Once this workflow is validated, COMPSs shall be released for ARM architectures and included in the 

microagent. 

Discovery 

The pre-existing Discovery component has been adapted to be ARM-compliant, including a VPN client 

for the cases when no leader can be found around the microagent. If no connection with an 

established leader in the vicinity can be made, then the Discovery component will fall back to a VPN 

client which will connect with mF2C’s VPN server and consequently make the top level mF2C agent 

(running at the cloud, where the mF2C installation compose file was downloaded from) its leader. The 

Docker image can be found at https://cloud.docker.com/u/mf2c/repository/docker/mf2c/discovery-

microagent 

Security 

The CAU-client component will also be included in the microagent in order to ensure its registration 

in mF2C. The implementation does not change from the already existing one. The respective Docker 

image for ARM can be found at https://cloud.docker.com/u/mf2c/repository/docker/mf2c/cau-client 

Identification 

The identification component is being used as a trigger for the registration of the microagent in mF2C. 

The workflow is exactly the same as for a regular mF2C agent, which means it will call the CAU-client 

component to complete the device registration process. Both Docker images can be found here: 

https://cloud.docker.com/u/mf2c/repository/docker/mf2c/identification  

Resource Categorization 

Not implemented for ARM yet. 

Data Management 

All data in the microagent will be handle by the components themselves. A Docker volume will be 

shared amongst the mF2C components to allow the management and sharing of local data files. 

APIs 

https://cloud.docker.com/u/mf2c/repository/docker/mf2c/discovery-microagent
https://cloud.docker.com/u/mf2c/repository/docker/mf2c/discovery-microagent
https://cloud.docker.com/u/mf2c/repository/docker/mf2c/cau-client
https://cloud.docker.com/u/mf2c/repository/docker/mf2c/identification
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A lighter version of the Lifecycle Manager will be used as a recipient for workloads coming from the 

leader Lifecycle Manager. This component will expose a REST API. The respective Docker image can 

be found here: https://cloud.docker.com/u/mf2c/repository/docker/mf2c/lifecycle 

8.2. Integration 

The microagent itself will be deployed from Nuvla3. Since the mF2C microagent is based on the 

NuvlaBox4, the mF2C microagent is to be seen as a regular Nuvla application, which can be deployed 

on any NuvlaBox, including the Raspberry Pi-based Nano form factor. Once all components are 

implemented, the corresponding Nuvla application will be updated so that it can be deployed at the 

edge and at deployment time launch and execute all the mF2C microagent components together. 

Given that the microagent is a very light version of the regular agent, and all components are 

maintaining their core functionality, the inter-component REST APIs will be maintained. 

Once all components are implemented, further integration tests will be performed to ensure a proper 

functioning of the microagent.  

8.3. Technical maturity assessment 

Since some components are still in development and further testing is necessary, we consider the 

microagent to be in an experimental stage, thus being TRL 3 – Experimental proof of concept. 

8.4. Lessons learnt 

When working with non-standard devices with limited resources (like the Raspberry Pi), a proper re-

design plan for the components must be conducted. Otherwise the final product might be too 

demanding for the target device. We have experienced this problem when trying to re-use 

components from the regular mF2C agent, which had been written in Java (like the aclib) and thus are 

generally more memory demanding. 

In addition, given that the microagent is based on an ARM architecture, the respective software 

components and Docker images must be built and tested for architecture compatibility. The effort 

necessary for such task must not be underestimated.  

 

3 https://nuv.la 

4 https://sixsq.com/products-and-services/nuvlabox/overview 

 

https://cloud.docker.com/u/mf2c/repository/docker/mf2c/lifecycle
https://nuv.la/
https://sixsq.com/products-and-services/nuvlabox/overview
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9. Security and Privacy 

In this section, we introduce the emmy security library, an added-value component available to 

applications that extends the functionality of the Security component in the agent explained in D3.6 

[3]. Also, we describe the implementation of GDPR compliance in mF2C, to fulfil privacy requirements 

on sensitive data. 

9.1. emmy 

The emmy security library [14] provides a secure, privacy-aware and trust-enhancing authentication 

service to users. The emmy library was developed in part for mF2C, and it was also integrated to be 

used with the mF2C system by being made available as a service. Based on Zero Knowledge Proofs 

(ZKP), it enables the usage of Anonymous Attribute-Based Credentials (AABC). This is in contrast to 

the functionality provided to the CA, which provides a traditional PKI service. It provides a self-

sovereign identity system where the user can only expose the attributes explicitly required by a service 

to the service, whereas with the mF2C CA system, all properties of a certificate are always transmitted 

and available. 

The fundamental primitive for AABCs is a ZKP. This is an interactive, two-party protocol between an 

approver and a verifier, where the prover claims to know something and needs to convince the verifier 

about this fact in a private manner. Specifically, the prover will prove to the verifier that some 

statement is true, and the verifier will be fully convinced that the statement is true, but will not learn 

anything about the statement as a result of this process---the verifier will obtain zero knowledge. 

Credentials, which consist of separate sets of individual claims, which can be selectively revealed to 

the service provider and can be verified without contacting a centralized trust source, are called 

verifiable credentials. There is a W3C Verifiable Claims Working Group [15], which, aims to provide 

standards for expressing and exchanging them. Verifiable credentials provide users with a fine-grained 

control about which parts of their personal information they want to reveal. By using verifiable 

credentials, users get more control over their personal data and service providers get an assurance of 

the authenticity and accuracy of the data. 

9.1.1. Implementation 

All emmy components are implemented in Golang, apart from its Android library, which only exposes 

Java JNI bindings to a cross-compiled backend library. Figure 6 shows the process of obtaining a 

credential. This can be viewed as a “proof of purchase” or a “parking slip” in scenarios involving 

purchasing goods or reserving parking spaces. Notice how the user is not aware of any internals but 

only receives the result. 
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Figure 6. Obtaining a credential through the emmy security library 

The benefit of this approach is that the mere possession of the credential (proof of purchase, parking 

slip) allows the user to authorize their actions. This is without revealing any information about the 

user themselves; the only information revealed is, in the example of parking, the start and end times 

of the parking permission for a particular parking space. Even though the credential can contain more 

information, namely information about the user and information about the vehicle, validating 

authorities can only access what the user allows them to, despite them having possession of the 

credential itself. 

Emmy implements the following building blocks necessary to create a ZKP schema: 

• utilities for basic cryptographic applications (generating safe primes and groups etc.), 

• groups in which mathematical operations take place, 

• commitments to prevent the prover from changing the statement after committing to it, 

• Zero Knowledge Proofs, which are the core building blocks of anonymous authentication and 

• a communication and portability layer that facilitates client-server interaction. 

Each of these is described in detail in [16]. 

9.1.2.  Integration 

Inside mF2C, emmy is distributed as a user-space security component. It is deployed on demand by 

users requiring a Zero Knowledge Proof implementation. There is a pre-deployed service definition in 

the mF2C cluster that can be launched at the click of a button from the web dashboard, or alternatively 

through the CIMI API. 

The service is completely standalone and can be used by any mF2C client application---the containers 

are pre-built and published to Docker Hub, from where they are deployed onto client devices to be 

used by applications. No additional server-side configuration is necessary. Usage documentation for 
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the emmy security service is available in the official mF2C documentation on ReadTheDocs at 

https://mf2c-project.readthedocs.io/. 

To integrate the emmy security library into a client application, there is sometimes a need for a custom 

integration application to facilitate communication between the security components and the client. 

In the case of mF2C UC2 (SmartBoat), a boat needs to the ability to independently prove its 

permission, and only that, to an authorized verifier, regardless of whether the boat’s owner is present. 

Usually, this is done through an Android application, either an official emmy cryptography application 

or through a library used in a client application. However, as a user might not be present on the boat 

at the time of validation, the boat’s SmartBoat server requires a component that presents the 

“permission slip” on request. As the emmy Android library can be packaged separately, this was used 

to reuse functionality on the boat server side. An overview of the integration of the SmartBoat 

application with emmy services is shown in Figure 7. 

 

Figure 7. emmy-supported mooring reservation sequence diagram 

https://mf2c-project.readthedocs.io/


mF2C - Towards an Open, Secure, Decentralized and Coordinated Fog-to-Cloud Management Ecosystem 

D4.6 mF2C Platform Manager blocks and microagents integration                                Page 45 

 

Use cases not requiring independent initiation of validation can only use the components readily 

available through mF2C. Emmy public APIs are documented and language-agnostic. 

9.1.3. Technical maturity assessment 

The TRL of the emmy security library is TRL 5. It has been successfully validated in UC2 - SmartBoat, 

where it is used to support anonymous mooring reservation for boats in marinas. Users who wish to 

register for mooring upfront, without revealing anything about themselves, use this service to achieve 

the maximum amount of privacy possible. 

There is no need to provide any information about the boat when reserving the mooring; as 

integrating the emmy security library into SmartBoat provides the ability to display a “parking slip”, 

where the boat can authorize itself to a specific mooring location without any user intervention. 

Combined, this displays cutting-edge technology in the field of user privacy. 

 

The integration with SmartBoat and the mF2C usecase will be presented in detail in D5.4 with detailed 

diagrams, technical arguments and demonstrated privacy benefits. 

9.1.4. Lessons learnt 

Using the emmy security library in the context of the SmartBoat application has been a success. A user 

is able to transparently reserve mooring with minimal hassle and with no need to be aware of the 

underlying cryptography; just its benefits, as the SmartBoat backend does cryptography-related tasks 

in the background. 

Integration required an extra step in that a validation initiation component was required serverside 

(to act as a client), but was otherwise painless. Usage of the emmy APIs was well documented and the 

library provided the necessary functionality out of the box. 

9.2. GDPR 

In this section, we describe how privacy issues related to the GDPR have been considered in mF2C. In 

particular, we describe how users can rely on the platform for deleting their data. 

9.2.1. Implementation 

As the data layer is completely custom in mF2C, with no components providing an existing GDPR-

compliant data deletion interface, no new libraries were used. All modifications were performed from 

scratch. 

GDPR in mF2C is implemented as a consent form (see Annex 1) upon user sign-in and a reference to 

the Data Protection Officer (DPO), along with the ability to delete all of a user's data from all devices 

via a web interface. This deletion deletes all data that is stored and distributed in dataClay, but does 

not delete data stored locally on devices the user owns himself. When exiting from the mF2C system, 

a user is expected to remove their devices along with deleting their account, so no breach of GDPR 

can occur. 

9.2.2. Integration 

The GDPR integration affects only a few modules. First, one is the web dashboard, where a user 

creates their account and consents to their data being processed according to the agreement. In the 

consent, the user has a detailed description of the data, which is collected and processed.  
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The second part is a procedure to remove the user’s data from the mF2C system, as presented in the 

implementation section. This functionality is included in the User Management module and is 

accessible through a DELETE API call to the User Management module at /um/user/:id:. 

9.2.3. Technical maturity assessment 

GDPR is not a specific component but it is implemented within other components for which the TRL 

has already been assessed.  

9.2.4. Lessons learnt 

The GDPR task implementation is a good exercise for a developer to start thinking from user 

perspective and focuses on the mechanisms that protect private data and sufficiently removes them 

on request. Besides this, studying a GDPR policy and aligning the development to it is very helpful to 

see and understand of the coverage of the privacy tools.  
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10. Conclusions 

This deliverable presents the final implementation of each mF2C Platform Manager component in IT-

2, as well as the Data Management component, which serves also the Agent Controller, together with 

added-value extensions to the architecture dealing with security and privacy. 

Unlike in the previous report D4.5, where the implementation was described by means of a set of UML 

diagrams, this deliverable focuses on the description of the final implementation available in the mF2C 

public repository. This description includes the different submodules of each component, as well as 

their integration with other components. 

Finally, this document reports the implementation of the microagent, which allows users to take 

advantage of the mF2C platform even in constrained devices that do not have the capacity to support 

all mF2C functionalities, but can still offer resources that are useful to perform part of the work, 

fulfilling the security level supported by mF2C.  

For all the components included in this document, a summary of the lessons learnt from their 

implementation is provided. The main highlights are about aspects complicating or facilitating the 

integration and testing of components, challenges in adapting to edge to cloud environments and 

small devices, or the identification of possible future improvements.  

The outcome of this document, together with D3.6, which describes the integration of the Agent 

Controller and other transversal components, and D4.8, which details the components interfaces, is 

the input for the final integration tasks in WP5.  
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Annex 1: GDPR consent form 

 

mF2C (Towards an Open, Secure, Decentralized and Coordinated Fog-to-Cloud Management 

Ecosystem) is EU's Horizon 2020 collaborative research project (grant agreement number 730929). It 

focuses on the design and development of an open, secure, privacy-friendly, decentralized, and multi-

stakeholder management framework for novel fog-to-cloud system architectures. 

The use of mF2C requires user’s registration and connection of his/her devices. These devices then 

continuously collect sensor device data and share it with mF2C to benefit from its ability to manage 

the devices and optimize the use of their resources. The types of data collected and processed during 

by mF2C are presented in the table below. 

Note that the data are only processed by mF2C and not shared by mF2C with anyone outside of the 

system. The user can, at any time, access and manage the collected data in the mF2C management 

dashboard. If/when the user requests the deletion of the data or the account, the data are 

immediately deleted or made anonymous. 

 

 User’s data Data about users devices Data about user software 

Types of data 

collected and 

processed 

• Name 

• Email 

• Organisation 

• ID/Public 

key/token 

• Sharing 

model/profile 

• Device ID 

• Device capabilities: 

• Resources 

• Sensors 

• Used resources 

• Location of the 

device 

• Public IP address 

• MAC address 

• Location of all 

instances. 

• Resource 

consumption 

Nature of 

processing 

• Collection 

• Storage 

• Use 

(management 

of user’s 

devices, 

preferences, 

account, billing 

(if applicable)) 

• Collection 

• Storage/logging 

• Use (optimisation 

of the resources 

• Collection 

• Storage 

• Use (the 

management of 

application 

livecycle). 

Purpose of 

processing 

• Management of 

user’s devices, 

preferences,  

• Monitoring of 

resources 

• Resource provision 

•  

• The management 

of application 

lifecycle. 
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 User’s data Data about users devices Data about user software 

• Account 

management, 

SLA 

 

With the signature below, the User confirms that he/she: 

• Has read this consent. 

• Understands the terms of this consent.  

• Understands his/her rights, described below, regarding the processing of personal data. 

• Understands the terms of using mF2C. 

• Agrees to give his/her devices under the management of mF2C within the limits described 
above. 

• Agrees that the data collected from his/her devices (as specified above) are processed as 
declared above. 

• Declares to be aware that mF2C has no control over the sensor data that the user shares with 
other users. 

ADDITIONAL INFORMATION TO THE CONSENT ABOVE 

The user can revoke this consent at any given point in time with a request sent to the mF2C GDPR 

mailing list at mf2c-gdpr@lists.atosresearch.eu.  

A person responsible reachable at the mF2C GDPR mailing list can also, at any moment, provide the 

user with any information about the data collected/processed by mF2C, and will manage user’s 

requests regarding the data rectification, data erasure, data portability, and restriction of processing. 

 

mailto:mf2c-gdpr@lists.atosresearch.eu
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